USER QUERY RETRIEVAL

User asks question
webh GUI over LAN
authenticated

3+ concurrent users

Preparing
query embedded with
the same document
ingestion model
wvectorized for search

wvector similarity search
top 25 candidate
passages

Ranking
drop scares below 0.35
rerank with
bpe-reranker-vZ-m3 - top 8

Serving
assemble context +
grounded QA prompt
citation rules

nu-thiné clears
the threshold

LLK
Chesen3-30B
131K context
llama3 + deepseek-ri

Answer to question
streamed to user token by
token + citations with
source excerpts
and match scores

Al Pipeline — Local RAG LLM Platform

DOCUMENT INGESTION

Source
pdf » docx » xlsx - csv
json - html - md - txt

1

Deduplication
SHA-256 hash function
skip anything
already ingested

[

Parsing
document_loaders. py
format specific
text extraction

Transformation
text_chunker. py

sentence aware chunking
3072 chars - 384 overlap

Embedding
text == vector embeddings
bee-m3 model
1024-dimension vectors

Tracking DB - 50Lite
file hash - chunk count -
timestamp



